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Abstract 
Security operations centres receive far more alerts than analysts can review, and the probabilities, rankings and 
explanations that machine learning attaches to those alerts are rarely checked for reliability. This article designs 
a data-driven analytics framework that makes alert scores mean what they say, carries uncertainty alongside 
them, and explains them in a way whose quality is measured, and it evaluates the framework on a transparent 
synthetic testbed: 1,200 alerts per day from eight families, a rare and drifting incident class, four asset-value 
tiers, a fixed review capacity of 12.5%, and a stylised analyst model. Raw scores from deep boosted trees ranked 
incidents well but under-predicted risk by a factor of five (mean predicted probability 0.84% against a true rate 
of 4.2%); every post-hoc calibrator cut the expected calibration error from 0.034 to between 0.006 and 0.009, 
drift raised it to 0.017, and a sliding-window recalibrator using delayed labels held it at 0.008. Calibration did 
not change a ranking by probability alone, but it changed the queue once probability was multiplied by asset 
loss: loss captured rose from 59.7% to 68.3%, Tier-3 incidents missed fell from 27.6% to 6.9%, and net value 
rose from 29.4 to 34.5 thousand USD per day. Conformal sets, ensemble spread and explanations behaved less 
favourably: spread did not signal drift, explanation stability (0.65) was unrelated to uncertainty, and in the 
analyst model uncertainty flags and explanations traded recall against precision without raising net value. In a 
2,000-draw Monte Carlo analysis the calibrated queue beat the raw-score baseline in every draw, and Sobol 
indices attribute the gain mainly to loss scale and attack prevalence. All results describe the testbed, and the 
analyst findings are hypotheses for studies with analysts, not findings about them. A governance record and a 
four-phase roadmap are proposed. 
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Introduction 
A security operations centre (SOC) is a queueing system with an adversary. Detectors, rules and 
analytics emit alerts; analysts investigate as many as their time allows; and the incidents that matter 
must be found among a stream in which most alerts are false. The imbalance is old. Axelsson showed 
that when attacks are rare, even a detector with a low false-positive rate produces mostly false alarms 
(Axelsson, 2000), and studies of working analysts describe alert volumes, false positives and tool sprawl 
as central sources of frustration and burnout (Alahmadi et al., 2022; Kokulu et al., 2019; Sundaramurthy 
et al., 2015; Vielberth et al., 2020). Machine learning is the usual response. Classifiers, clustering and 
provenance analysis reduce false positives and rank what remains (Julisch, 2003; Pietraszek, 2004; 
Hassan et al., 2019; Veeramachaneni et al., 2016), and explainable AI (XAI) is added so that the analyst 
can see why an alert scored highly (Ribeiro et al., 2016; Lundberg & Lee, 2017; Capuano et al., 2022; 
Nadeem et al., 2023). 
What the analyst sees, however, is usually a number, a rank and an explanation, and each is a claim 
that can be checked. The number is read as a probability, but classifier scores are often not probabilities: 
modern classifiers are miscalibrated, boosted trees distort the scores they emit, and calibration degrades 
when the data shift (Guo et al., 2017; Niculescu-Mizil & Caruana, 2005; Ovadia et al., 2019; Minderer et 
al., 2021). A rank hides how sure the model is, and an alert the model has never seen anything like looks 
the same as a routine one. An explanation is a second model of the first, and attributions can be 
unstable, unfaithful or manipulable (Adebayo et al., 2018; Ghorbani et al., 2019; Slack et al., 2020; 
Krishna et al., 2022). Meanwhile the human and the machine form a team whose performance depends 
on how much the analyst relies on the machine; reliance that is too high produces automation bias and 
complacency, and reliance that is too low wastes the machine (Parasuraman & Riley, 1997; 
Parasuraman & Manzey, 2010; Lee & See, 2004; Skitka et al., 1999). Calibrated probabilities, honest 
uncertainty and measured explanations are the machine's side of that bargain. 
This article asks what an analytics framework for alert prioritization should contain if the probability, 
the uncertainty and the explanation are all to be reliable, and what such a framework is worth. Four 
research questions guide it. RQ1: how miscalibrated are alert scores, how much do calibrators repair, 
and how do the repairs hold up under drift, across alert families and with few labels? RQ2: what do 
uncertainty signals (ensemble spread and conformal sets) add, in coverage, abstention and error? RQ3: 
in a capacity-limited queue with asset values, what is the decision value of calibrated and uncertainty-
aware prioritization? RQ4: how do explanations behave, and what, under an explicit and stylised 
analyst model, do calibrated displays, uncertainty flags and explanations do to decisions and to net 
value, and which assumptions matter most? 
The method is design science with a simulation study (Hevner et al., 2004; Peffers et al., 2007; Gregor 
& Hevner, 2013): requirements are drawn from the literature, a four-layer framework is designed from 
them, and the framework is exercised on a transparent synthetic testbed whose every parameter is 
stated, because no real SOC data were used (Ashik & Shabbir, 2022; Hasan & Adnan, 2022; Imran & 
Jannatul, 2021). The testbed has eight alert families, a rare incident class with a hard subset, four asset-
criticality tiers, a covariate and prior shift in the test period, delayed labels, and a review capacity of 
12.5% of daily alerts (Akter & Sumaiya, 2022; Mashfiqur & Md, 2022; Md & Yeasin, 2022). Five detectors, 
six calibrators, class-conditional conformal sets, ensemble spread, Shapley attributions and a noisy-
Bayesian analyst model are evaluated with three seeds, and the decision value is propagated through 
2,000 Monte Carlo draws with Sobol indices and a metamodel (Sobol', 2001; Saltelli et al., 2010). 
The contribution is threefold. It states six requirements for reliable, explainable alert prioritization and 
a framework that meets them. It reports, on one transparent testbed, where calibration changes 
decisions (when probability is combined with value or compared with a cost) and where it does not 
(when a single score is merely ranked), and where uncertainty signals and explanations disappoint. 
And it provides a governance record, a set of reliance and calibration metrics, and a phased roadmap 
for a SOC that wants to test the ideas on its own alerts. The findings are about the testbed. The 
orderings, rather than the numbers, are what a reader should carry to other settings, and the analyst 
results in particular are hypotheses to be tested with people. 
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Background and Related Work 
Alert fatigue and the work of the SOC 
The practice literature on SOCs is mostly qualitative. Interviews with analysts and managers describe 
a work system in which tools generate more alerts than staff can handle, in which false positives 
dominate, and in which the metrics used to manage the centre (volume closed, time to close) do not 
reward careful investigation (Kokulu et al., 2019; Alahmadi et al., 2022). A human-capital model of 
analyst burnout treats alert load and monotony as drivers of turnover (Sundaramurthy et al., 2015), 
and a systematic study of SOC research lists people, process and technology challenges, among them 
the integration of analytics with analyst workflow (Vielberth et al., 2020). Parallel evidence from health 
care, where alarm fatigue and alert override are well documented, shows how repeated, mostly 
irrelevant alerts erode attention and trust (Cvach, 2012; Ancker et al., 2017), and the old warning of 
Breznitz about the psychology of false alarms describes the same mechanism (Breznitz, 1984). The base-
rate arithmetic is the quantitative core: when incidents are a few per cent of alerts, precision is low 
unless discrimination is very high (Axelsson, 2000; Sommer & Paxson, 2010; Arp et al., 2022). Burnout 
is also a cost to the organisation, and the cost of the queue is therefore not only the cost of the time 
spent but the cost of the attention lost (Maslach et al., 2001). These sources describe perceptions and 
organisational patterns; they do not provide measurements of the reliability of the numbers on the 
analyst's screen, which is the gap this article addresses. 
Alert correlation, triage and learning 
Reducing and ranking alerts has a long history. Alert correlation merges related alarms into attack 
scenarios (Cuppens & Miège, 2002; Valdes & Skinner, 2001); clustering finds root causes that generate 
most false alarms (Julisch & Dacier, 2002; Julisch, 2003); adaptive classifiers learn from analyst feedback 
to suppress false positives (Pietraszek, 2004; Spathoulas & Katsikas, 2010); belief propagation over 
enterprise logs ranks suspicious early-stage infections (Oprea et al., 2015); analyst-in-the-loop systems 
combine unsupervised and supervised models and learn from analyst labels (Veeramachaneni et al., 
2016); and provenance-based triage scores alerts by the rarity of the causal paths behind them (Hassan 
et al., 2019; Hassan et al., 2020). Evaluations of intrusion detection have themselves been criticised for 
unrepresentative data and experimental bias (McHugh, 2000; Tavallaee et al., 2009; Engelen et al., 2021; 
Arp et al., 2022). Most of this work reports ranking quality, precision and recall. It seldom asks whether 
the scores are probabilities, which is what an expected-value queue, a cost-based threshold or a trusting 
analyst needs. 
Probability calibration 
A classifier is calibrated when, among the cases it scores at 0.2, about one in five is positive. The concept 
is old in forecasting, where reliability diagrams and decompositions of the Brier score were developed 
(Brier, 1950; Murphy, 1973; DeGroot & Fienberg, 1983; Dawid, 1982; Bröcker & Smith, 2007), and proper 
scoring rules explain why the Brier score and log loss reward calibrated, sharp forecasts (Gneiting & 
Raftery, 2007). For classifiers, Platt scaling and isotonic regression map scores to probabilities (Platt, 
2000; Zadrozny & Elkan, 2002), and Niculescu-Mizil and Caruana showed that boosted trees need such 
mapping because boosting pushes predicted probabilities away from the extremes (Niculescu-Mizil & 
Caruana, 2005). Beta calibration and Dirichlet calibration extend the family (Kull et al., 2017; Kull et al., 
2019), and temperature scaling, a single-parameter rescaling of the logit, repairs much of the 
miscalibration of neural networks (Guo et al., 2017). Expected calibration error (ECE) is the usual 
summary, but binned estimators are biased and sensitive to binning, and calibration needs tests and 
not only a number (Naeini et al., 2015; Nixon et al., 2019; Vaicenavicius et al., 2019; Widmann et al., 
2019; Kumar et al., 2019). Newer architectures are not uniformly worse calibrated than older ones 
(Minderer et al., 2021), and per-group calibration (multicalibration) can fail even when overall 
calibration holds (Hébert-Johnson et al., 2018; Pleiss et al., 2017). For security, the relevant questions 
are practical: how much labelled data a calibrator needs, whether calibration survives drift, and 
whether one calibrator serves all alert families. 
Uncertainty estimation 
Predictive uncertainty has an aleatoric part (noise in the data that no model can remove) and an 
epistemic part (ignorance that more data or a better model could reduce) (Kendall & Gal, 2017; 
Hüllermeier & Waegeman, 2021; Depeweg et al., 2018). Deep ensembles, Monte Carlo dropout, 
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Bayesian approximations and evidential methods estimate it (Lakshminarayanan et al., 2017; Gal & 
Ghahramani, 2016; Maddox et al., 2019; Sensoy et al., 2018; Wilson & Izmailov, 2020; Fort et al., 2019), 
and surveys compare them (Abdar et al., 2021; Gawlikowski et al., 2023). Their behaviour under dataset 
shift is the test that matters for security, and the evidence is that quality degrades with shift and that 
ensembles are a strong baseline (Ovadia et al., 2019). The maximum softmax probability is a simple 
baseline for flagging misclassified and out-of-distribution inputs (Hendrycks & Gimpel, 2017). Whether 
the spread of an ensemble rises on drifted security alerts, and whether it distinguishes hard incidents 
from easy ones, is an empirical question that the testbed can answer for itself (Ashfaq & Mohammad, 
2022; Imran & Jannatul, 2022; Morshedul & Islam, 2022). 
Conformal prediction and risk control 
Conformal prediction wraps any predictor in sets with a finite-sample coverage guarantee under 
exchangeability (Vovk et al., 2005; Shafer & Vovk, 2008; Angelopoulos & Bates, 2023). Split (inductive) 
conformal prediction uses a held-out calibration set (Papadopoulos et al., 2002; Lei et al., 2018), class-
conditional or Mondrian variants give coverage within each class, which matters when one class is rare 
(Vovk et al., 2005; Vovk, 2012), and adaptive or weighted variants address covariate shift and non-
exchangeable data (Tibshirani et al., 2019; Gibbs & Candès, 2021; Barber et al., 2023). Set-valued 
classifiers, adaptive sets and risk-controlling sets extend the idea (Sadinle et al., 2019; Romano et al., 
2020; Angelopoulos et al., 2021; Bates et al., 2021; Angelopoulos et al., 2024). Conditional coverage 
cannot be guaranteed in distribution-free settings (Foygel Barber et al., 2021). In malware classification, 
conformal evaluation has been used to detect concept drift (Jordaney et al., 2017; Barbero et al., 2022). 
For alert triage, a conformal set with both classes in it is a principled version of "the model does not 
know", and this article uses it as an escalation signal.  
Selective prediction, deferral and human-AI teams 
A classifier with a reject option abstains when its confidence is low, and the trade-off between coverage 
and risk goes back to Chow (Chow, 1970; El-Yaniv & Wiener, 2010; Geifman & El-Yaniv, 2017; Geifman 
& El-Yaniv, 2019). Learning to defer extends abstention by training the model jointly with the decision 
about which cases a human should handle (Madras et al., 2018; Mozannar & Sontag, 2020; Okati et al., 
2021; Raghu et al., 2019), and complementarity is the goal: the team should do better than either 
member (Wilder et al., 2020; Bansal et al., 2019; Kamar et al., 2012; Horvitz, 1999). Empirically, human 
decisions can be improved by machine predictions in some settings (Kleinberg et al., 2018), but the 
labels on which such systems are trained and evaluated are selective, because outcomes are observed 
only for cases that humans acted on (Lakkaraju et al., 2017). That problem is acute in a SOC, where 
unreviewed alerts are rarely labelled. 
Dataset shift and drift in security 
Security data drift because adversaries adapt, software changes and the mix of traffic changes (Kaniz 
& Jahanara, 2022; Sadia & Mostari, 2022; Stabak & Shahid, 2022). Sommer and Paxson explained why 
machine learning for intrusion detection is hard, among other reasons because of the open-world 
problem and the cost of errors (Sommer & Paxson, 2010); Arp and colleagues catalogued pitfalls in 
learning-based security research (Arp et al., 2022); TESSERACT showed how temporal and spatial bias 
inflate malware-classifier results (Pendlebury et al., 2019); and concept drift in classifiers is a standing 
problem (Gama et al., 2014; Lu et al., 2019; Quiñonero-Candela et al., 2009; Moreno-Torres et al., 2012). 
Label-shift methods adjust probabilities when class priors change (Saerens et al., 2002; Lipton, 2018). 
For calibrated alert probabilities, drift is a first-order concern: a calibrator fitted on last quarter's alerts 
may be wrong this week, and the corrections available (recalibration on recent labelled alerts, prior 
correction, adaptive conformal updates) depend on labels that arrive late (Mohammad, 2023; Adnan & 
Iftekhar, 2023; Feroz & Pervaz, 2022). 
Explainable AI for security and its quality 
Post-hoc explanation methods attribute a prediction to features, through local surrogates, anchors, 
Shapley values or counterfactuals (Ribeiro et al., 2016; Ribeiro et al., 2018; Lundberg & Lee, 2017; 
Štrumbelj & Kononenko, 2014; Mothilal et al., 2020), and there are surveys, taxonomies and critiques 
(Guidotti et al., 2018; Barredo Arrieta et al., 2020; Adadi & Berrada, 2018; Miller, 2019; Rudin, 2019; 
Doshi-Velez & Kim, 2017; Lipton, 2018). Shapley values have a clean axiomatic basis (Shapley, 1953), 
efficient algorithms for trees (Lundberg et al., 2020), and well-known limitations when features are 
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dependent or when used as importance measures (Kumar et al., 2020; Janzing et al., 2020; Aas et al., 
2021; Covert et al., 2021; Fisher et al., 2019). Surveys of explainable AI in cybersecurity and of 
explainable intrusion detection identify the analyst as the intended reader and the lack of evaluation 
with analysts as a gap (Capuano et al., 2022; Nadeem et al., 2023; Neupane et al., 2022; Mahbooba et al., 
2021; Wang et al., 2020). The quality of an explanation is not given. Saliency maps can fail sanity checks, 
attributions can be changed by small perturbations, explanation methods disagree, and classifiers can 
be built to fool LIME and SHAP (Adebayo et al., 2018; Ghorbani et al., 2019; Alvarez-Melis & Jaakkola, 
2018; Krishna et al., 2022; Slack et al., 2020; Hooker et al., 2019; Yeh et al., 2019; Bhatt et al., 2020). 
Uncertainty has been proposed as a form of transparency, and explanations can themselves carry 
uncertainty (Bhatt et al., 2021; Slack et al., 2021; Zhao et al., 2021), which makes attribution spread and 
stability natural diagnostics. 
Human reliance on automation and the effect of explanations 
The human-factors literature treats reliance as a decision that should track the automation's reliability 
(Ahmed & Sadia, 2023; Islam & Md, 2023; Asheke, 2023): the vocabulary of use, misuse, disuse and 
abuse; levels of automation; complacency and automation bias; trust calibration; and the ironies of 
automating the easy part and leaving the human the hard part (Parasuraman & Riley, 1997; 
Parasuraman et al., 2000; Parasuraman & Manzey, 2010; Lee & See, 2004; Hoff & Bashir, 2015; Skitka et 
al., 1999; Bainbridge, 1983; Cummings, 2004; Goddard et al., 2012). Algorithm aversion and algorithm 
appreciation show that reliance can err in both directions (Dietvorst et al., 2015; Logg et al., 2019), and 
situation awareness frames what the operator needs to keep (Endsley, 1995). Studies with people 
suggest that explanations do not reliably improve joint performance and can increase reliance on 
incorrect advice (Gazi Yeasin, 2023; Jahanara & Kaniz, 2023; Sheak & Tahmedur, 2023), that displaying 
a model's confidence can help align trust with correctness, that forcing deliberation can reduce 
overreliance, and that stated accuracy shapes trust (Bansal et al., 2021; Zhang et al., 2020; Buçinca et al., 
2021; Lai & Tan, 2019; Poursabzi-Sangdeh et al., 2021; Vasconcelos et al., 2023; Wang & Yin, 2021; Yin 
et al., 2019; Kocielnik et al., 2019; Green & Chen, 2019). These are findings about particular tasks and 
populations, mostly not security analysts, and they are used here only to motivate the analyst model's 
structure and to flag what must be tested. 
Cost-sensitive decisions, queues and governance 
Decisions under asymmetric costs have a classical form: act when the expected loss avoided exceeds 
the cost of acting, which for a binary decision is a threshold on the probability that depends on the costs 
(Elkan, 2001; Provost & Fawcett, 2001). Threshold choice, cost curves, decision curves and expected-
loss views of performance metrics make the dependence on costs and prevalence explicit (Adams & 
Hand, 1999; Drummond & Holte, 2006; Vickers & Elkin, 2006; Hand, 2009; Hernández-Orallo et al., 
2012). When capacity binds, the problem is one of scheduling: ordering jobs by weight over processing 
time minimises weighted completion on a single resource (Smith, 1956; Pinedo, 2016), and priority 
queues formalise waiting (Cobham, 1954; Harchol-Balter, 2013). In alert triage, the weight is the 
expected loss avoided, which is the calibrated probability times the asset's value, and the processing 
time is the review time (Kaium, 2023; Pervaz, 2023; Badrul & Mominul, 2023). Governance adds records 
and oversight: the NIST AI Risk Management Framework, ISO/IEC 42001 and 23894 for AI 
management and risk, ISO/IEC 27035 and NIST SP 800-61 for incident management, and the EU AI 
Act, whose human-oversight provisions apply to high-risk systems (Tabassi, 2023; ISO/IEC, 2023a; 
ISO/IEC, 2023c; ISO/IEC, 2023b; Cichonski et al., 2012; European Parliament and Council, 2024b; 
National Institute of Standards and Technology, 2024). NIST SP 800-61 Revision 2 is cited here; I believe 
a later revision has since been issued, so the current edition should be checked before the guidance is 
applied (Nishat, 2023; Sadia, 2023; Stabak & Md Siam, 2023). Whether an alert-prioritization tool falls 
under the EU AI Act's high-risk categories depends on its use, and legal advice, not this article, should 
settle it; application dates under the Act are phased and may have changed (Mohammad, 2024; Feroz, 
2023; Tahmedur & Rifat, 2023). 
Requirements and the framework 
Table 1 organises the literature into eleven strands and the gap each leaves. Six requirements follow 
(Table 2). R1, probabilities that mean what they say: the score shown to the analyst and used in the 
queue must be calibrated on recent labelled data, and calibration must be reported by alert family and 
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period. R2, uncertainty beyond the point estimate: the framework must carry a measure of what the 
model does not know and a rule for escalating alerts in that region. R3, adaptation under drift with 
delayed labels: calibration and coverage must be monitored and corrected as the data change, using 
labels that arrive late and only for reviewed alerts. R4, decisions priced in money and capacity: the 
queue must be ordered by expected loss avoided under a fixed capacity, and thresholds must follow 
costs. R5, explanations whose quality is measured: attributions must be accompanied by stability, 
faithfulness and agreement diagnostics, and by a readable surrogate. R6, human use, evidence and 
governance: reliance, accuracy and time must be measured, and the model version, calibration date, 
coverage, drift alarms and oversight decisions must be recorded. 
 

Table 1: Literature strands, what they establish, representative sources and the gap addressed 

Strand What the literature establishes Representative sources Gap addressed here 

SOC operations and 
alert fatigue 

Analysts face very high volumes of 
alerts, most of them false; fatigue and 
burnout degrade review; the base-rate 

fallacy limits detector precision 

Alahmadi et al. (2022); Kokulu et al. 
(2019); Sundaramurthy et al. (2015); 

Vielberth et al. (2020); Axelsson (2000) 

Few studies treat the 
probability shown to 

the analyst as a 
calibrated quantity 
with a measurable 

decision value 

Alert correlation 
and triage by 
learning 

Clustering, adaptive classification and 
provenance-based triage reduce false 
positives; analyst-in-the-loop learning 

Julisch (2003); Pietraszek (2004); 
Spathoulas & Katsikas (2010); Hassan et 
al. (2019); Veeramachaneni et al. (2016); 

Oprea et al. (2015) 

Ranking quality is 
reported; probability 
quality and its effect 

on cost-based ranking 
are not 

Probability 
calibration 

Modern classifiers are often 
miscalibrated; post-hoc calibrators 
(Platt, isotonic, temperature, beta, 
Dirichlet) and metrics (ECE, Brier, 

reliability diagrams) 

Platt (2000); Zadrozny & Elkan (2002); 
Niculescu-Mizil & Caruana (2005); Guo 

et al. (2017); Kull et al. (2017, 2019); Nixon 
et al. (2019); Minderer et al. (2021) 

Evidence on rare-
event alert streams 

with drift, per-family 
calibration and 

calibration-set size is 
thin 

Uncertainty 
estimation 

Ensembles, dropout, evidential and 
Bayesian methods; aleatoric versus 
epistemic uncertainty; behaviour 

under dataset shift 

Gal & Ghahramani (2016); Kendall & Gal 
(2017); Lakshminarayanan et al. (2017); 

Ovadia et al. (2019); Hüllermeier & 
Waegeman (2021); Gawlikowski et al. 

(2023) 

Whether ensemble 
spread flags drift or 

hard incidents in 
security alerts is rarely 

tested 

Explainable AI for 
security 

Shapley, LIME, anchors, 
counterfactuals, surrogates; surveys of 

explainable intrusion detection and 
security ML 

Ribeiro et al. (2016); Lundberg & Lee 
(2017); Štrumbelj & Kononenko (2014); 

Capuano et al. (2022); Nadeem et al. 
(2023); Neupane et al. (2022) 

Explanation quality is 
rarely related to 

predictive uncertainty 
or to analyst outcomes 

Explanation 
quality, fragility 
and uncertainty 

Saliency sanity checks; fragility and 
manipulation; disagreement among 

methods; uncertainty as transparency 

Adebayo et al. (2018); Ghorbani et al. 
(2019); Slack et al. (2020, 2021); Bhatt et al. 
(2021); Krishna et al. (2022); Kumar et al. 

(2020) 

Stability and 
faithfulness are not 

reported by 
confidence level or 

under drift 

Human-automation 
interaction 

Trust, reliance, automation bias, 
complacency; explanations can raise 
overreliance; confidence displays can 

calibrate trust 

Parasuraman & Riley (1997); Lee & See 
(2004); Parasuraman & Manzey (2010); 
Zhang et al. (2020); Bansal et al. (2021); 

Buçinca et al. (2021); Green & Chen 
(2019) 

No integrated model 
linking calibration, 

flags and explanations 
to queue-level value 

for SOC analysts 

Decision analytics 
and governance 

Cost-sensitive decisions, decision 
curves, scheduling rules; AI risk 

management and incident-handling 
standards 

Elkan (2001); Vickers & Elkin (2006); 
Hernández-Orallo et al. (2012); Smith 
(1956); NIST AI RMF (Tabassi, 2023); 

ISO/IEC (2023a); Cichonski et al. (2012) 

Translation of 
calibration into 

expected-value queues 
and governance 

records 
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Table 2: Requirements for reliable, explainable alert prioritization: rationale, operationalisation in 
the framework and where each is evidenced in the testbed 

Requirement Why it matters How it is operationalised here 
Evidence in the 

testbed 

R1 Probabilities that 
mean what they say 

Expected-value ranking, 
thresholds and analyst trust 

all use the number as a 
probability 

Post-hoc calibrators fitted on a recent 
labelled window; reliability curves, 
ECE, Brier, log loss by family and 

period 

Table 7 and Figures 
5 and 6: ECE falls 

from 0.034 to about 
0.006 to 0.009 

R2 Uncertainty 
beyond the point 
estimate 

Hard and shifted alerts need 
a different treatment from 

easy ones 

Ensemble spread, p(1 − p), class-
conditional conformal sets with an 

ambiguous outcome 

Table 9 and Figure 
7 

R3 Adaptation under 
drift with delayed 
labels 

Calibration decays when 
attack mix and detectors 
change; labels arrive late 

Sliding-window recalibration and 
adaptive conformal update using 

labels delayed by two days 

Table 7 (adaptive 
Platt) and Figure 

7(a) 

R4 Decisions priced in 
money and capacity 

A ranking that ignores asset 
value or capacity 

misallocates scarce analyst 
time 

Queue ordered by calibrated p times 
asset loss at a fixed daily capacity; 

cost-optimal thresholds 

Tables 10 and 11 
and Figure 8 

R5 Explanations 
whose quality is 
measured 

Attributions can be unstable, 
unfaithful or manipulated, 
and may raise overreliance 

Shapley values per ensemble 
member; stability, deletion 
faithfulness, ground-truth 

agreement, surrogate fidelity 

Table 12 and Figure 
9 

R6 Human use, 
evidence and 
governance 

Value is realised only if 
analysts weigh the machine 

appropriately; regulators 
ask for oversight records 

Analyst model with nine conditions; 
reliance metrics; governance record 
(version, calibration date, coverage, 

drift alarms) 

Tables 13 and 14 
and Figures 10 to 12 

 
From these the framework (Figure 1) is designed in five layers: the alert and telemetry layer, the 
detection layer, the calibration and uncertainty layer, the explanation and prioritisation layer, and the 
human decision and governance layer. Feedback flows from analyst decisions to labels, from labels to 
recalibration, and from the governance record to retraining. Figure 2 follows a single alert from detector 
to analyst and marks where uncertainty enters and how it should shape reliance. The Methods give the 
testbed and the models. 
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Figure 1: Uncertainty-calibrated explainable alert-prioritization framework: alert and telemetry, 
detection, calibration and uncertainty, explanation and prioritisation, and human decision and 

governance layers, with feedback loops for delayed labels, recalibration and retraining 

 
 
 

Figure 2: From alert to analyst decision: detector ensemble, calibrator, conformal set, expected-
value queue under capacity, analyst display with probability, uncertainty flag and explanation 

stability, and the delayed-label feedback loop 
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Methods 
Study design 
The study follows the design-science logic of Hevner and colleagues: an artefact (the framework) is 
built from requirements and evaluated against stated criteria (Hevner et al., 2004; Peffers et al., 2007; 
Gregor & Hevner, 2013). Evaluation is by simulation, because the quantities of interest (calibration error 
under a known drift, the value of a queue ordering, the effect of a display on a decision) need ground 
truth that a real SOC does not have. Simulation conventions follow Law and Sargent: common random 
numbers, verification checks, a results file from which every table and figure is produced, and honest 
statements of validity (Law, 2015; Sargent, 2013). Figure 3 gives the design: a synthetic alert testbed 
with drift; five detectors and six calibrators; verification; experiments on calibration, conformal sets, 
triage, explanations and analyst conditions; and a Monte Carlo and Sobol analysis of the decision value. 
The four research questions map to the experiments: RQ1 to the calibration experiments, RQ2 to 
conformal sets and spread, RQ3 to the triage experiments and RQ4 to the explanation, analyst and 
Monte Carlo experiments. Every random element is seeded, three seeds are run, and results are 
reported as means with standard deviations over seeds. 
 

Figure 3: Study design as a flowchart: synthetic testbed with drift, detectors and calibrators, 
verification, conformal and triage experiments, explanation and analyst experiments, Monte Carlo 

and Sobol analysis, outputs 

 
 
Testbed: alerts, drift, labels and value 
The testbed generates 1,200 alerts per day from eight families (Table 3). Days 0 to 29 train the detectors, 
days 30 to 39 are the calibration window, and days 40 to 59 are the test period, which contains a drift 
episode from its ninth day. Each alert has 32 features: a family indicator, eight detector scores, eight 
context features (user risk, peer deviation, asset criticality, hour of day, indicators-of-compromise hits, 
geographic rarity, volume z-score and one spare) and eight nuisance features. Noise is Student t with 
five degrees of freedom, scaled by family. Incidents occur at family-specific rates between 1.2% and 
10%, for a mean of about 4%; they raise their own family's detector score, user risk, peer deviation and 
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indicator hits; and 30% of incidents are hard (low-and-slow), with signals about a quarter as strong, so 
that part of the uncertainty is irreducible. Six per cent of benign alerts are look-alikes that raise their 
family's detector. Labels are complete and correct in every experiment; the selective, delayed and noisy 
labels of real SOCs are discussed as a limitation and not simulated (Figure 4(b), (c) and (d) show the 
prevalence by day, one detector's shift and the asset tiers). 
The drift is the kind security teams meet: a variant lowers detector 3's response to family 3 incidents, a 
new scanner makes benign alerts look like family 0 incidents, nuisance features shift, and a seven-day 
campaign multiplies the prevalence of family 5. Asset criticality is a feature, observable to the model 
and the policy, and sets the loss avoided if a true incident is investigated the same day (Table 4). The 
value of an alert to the queue is therefore the probability of an incident times the asset's loss, and the 
cost of reviewing it is analyst time. Both the loss scale and the review cost are stylised and are varied 
in the Monte Carlo analysis. Labels for day d become available on day d + 2, which is the delay used 
by the adaptive methods. 
 
Figure 4: Testbed: (a) alert families by share of alerts and incident rate, (b) incident prevalence by 

test day with the drift onset, (c) the shift of one detector's score for family 3 incidents, (d) asset 
criticality tiers and the loss if a true incident is missed 
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Table 3: Testbed: alert stream, family mix, features, incident signal, hard incidents, drift and seeds 

Element Model Values (stylised) Basis 

Alert stream 
Eight families (rule and detector sources); 
1,200 alerts per day; training days 0 to 29, 
calibration days 30 to 39, test days 40 to 59 

36,000 training, 12,000 
calibration, 24,000 test alerts; 

mean incident rate 4.2% 

Sommer & 
Paxson (2010); 
Alahmadi et al. 

(2022) 

Family mix and 
incident rates 

Shares of alerts and per-family incident 
rates differ; some families are rare but 

dangerous 

Shares 22, 18, 14, 12, 10, 9, 9, 
6% ; rates 1.2, 2.0, 5.0, 6.0, 3.0, 

4.5, 10.0, 8.0% 
Axelsson (2000) 

Features (32) 

Family one-hot (8); detector scores (8); 
context (8): user risk, peer deviation, asset 

criticality, hour, IOC hits, geographic rarity, 
volume z-score, one spare; nuisance (8) 

Student t noise (5 d.f.); family-
specific scale 

Chandola et al. 
(2009) 

Incident signal 

Incidents raise the family's own detector, 
user risk, peer deviation and IOC hits; 
benign look-alikes (6%) also raise the 

detector 

Easy incidents shift the own 
detector by 1.9; hard incidents 

by 0.45 
Arp et al. (2022) 

Hard incidents 
A share of incidents are low-and-slow with 

weak signals everywhere 
30% of incidents 

Sommer & 
Paxson (2010) 

Drift (test day 8 
onward) 

Variant degrades detector 3 for family 3 
incidents; nuisance features shift by 0.6; a 
new scanner adds benign look-alikes to 
detector 0; a seven-day campaign raises 

family 5 prevalence 

Prevalence 4.2% before and 
5.6% after drift onset 

Pendlebury et al. 
(2019); Jordaney 

et al. (2017) 

Seeds 
The seed fixes data, drift, initialisation and 
sampling; every method sees the same test 

alerts within a seed 
3 seeds 

Law (2015); 
Henderson et al. 

(2018) 

 
 

Table 4: Costs, capacity, label delay and the stylised analyst model: definitions and values 

Element Definition Value or range (stylised) Basis 

Asset criticality tiers 
Four tiers by quantile of a latent asset score; loss 

avoided if a true incident is investigated the 
same day 

USD 100, 400, 1,500, 6,000 for tiers 0 to 3 
(shares 38%, 35%, 19%, 8%) 

Hubbard & 
Seiersen (2016); 

Aven (2016) 

Review cost and 
capacity 

Analyst time per alert reviewed; share of daily 
alerts that can be reviewed 

USD 40 per review (loaded cost); 10 
minutes of analyst time per review for 

workload accounting; capacity 12.5% (150 
alerts per day); 3% to 25% in sweeps 

Alahmadi et al. 
(2022); Kokulu et al. 

(2019) 

Escalation cost 
Cost of a false escalation after review (senior 

time, disruption) 
USD 80 per false escalation (twice the 

review cost) 
Cichonski et al. 

(2012) 

Analyst evidence 
Own log-likelihood evidence for incident alerts 

and benign alerts, with noise 
Easy incidents +2.2, hard incidents +0.6, 
benign −1.0; noise standard deviation 1.5 

Assumption; 
Kahneman (2011) 

Reliance on the 
machine 

Weight w on the displayed log-odds, the 
remainder on the base rate; decision at posterior 

0.2 

w = 0.7 baseline; raised by 0.15 with 
explanations; multiplied by 0.5 on flagged 

alerts 

Lee & See (2004); 
Parasuraman & 
Manzey (2010); 

Bansal et al. (2021) 

Explanations 
Improve own evidence by 25% when top-3 

attribution is stable; add review time 
Gain 0.25; time 1.2 times review time 

Assumption; 
Poursabzi-Sangdeh 

et al. (2021) 

Uncertainty flag 
Mid-range probability (0.15 to 0.85) or ensemble 

spread in the top third 
Flag share and effects reported in Table 13 Bhatt et al. (2021) 

Label delay and 
adaptation 

Labels for day d become usable on day d + 2; 
recalibration on the last five labelled days plus 

four calibration days 

Two-day delay; adaptive conformal step 
0.05 

Gibbs & Candès 
(2021) 
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Detectors, calibrators and uncertainty 
Five detectors (Table 5) span the usual choices: logistic regression, a deliberately flexible boosted-tree 
model that overfits the rare class (one member and a five-member bagged ensemble), a regularised 
shallow boosted tree, and an ensemble of five small neural networks (Ke et al., 2017; Friedman, 2001; 
Hastie et al., 2009; Lakshminarayanan et al., 2017). The flexible tree is the main object of study, because 
it ranks well and is poorly calibrated, which is the situation in which calibration matters. Calibrators 
are fitted on the calibration window and applied to the test period: temperature scaling, Platt scaling, 
beta calibration, isotonic regression and histogram binning with 15 equal-mass bins (Guo et al., 2017; 
Platt, 2000; Kull et al., 2017; Zadrozny & Elkan, 2002). A per-family variant fits one Platt model per alert 
family, and an adaptive variant refits Platt scaling each test day on the labelled alerts of days d − 7 to d 
− 2 together with the last four days of the calibration window. A calibration-set size sweep refits each 
calibrator on the most recent 500 to 12,000 calibration alerts. Calibration is reported as ECE with 15 
equal-mass bins, the Brier score and log loss, and by reliability curves over deciles (Naeini et al., 2015; 
Brier, 1950; Gneiting & Raftery, 2007). Because binned ECE is biased and depends on binning, ECE is 
read alongside the proper scores and the reliability curves (Nixon et al., 2019; Vaicenavicius et al., 2019). 
Two uncertainty signals are used. The first is the spread (standard deviation) of the predicted 
probabilities of the five bagged deep trees, an epistemic proxy. The second is p(1 − p) of the calibrated 
probability, an aleatoric proxy. Conformal sets use Mondrian (class-conditional) split conformal 
prediction on the isotonic-calibrated probability: half of the calibration window fits the isotonic map, 
the other half supplies the quantile of the nonconformity score 1 − p of the true class, separately for 
incidents and benign alerts, at α = 0.05, 0.10 and 0.20. A set can be {benign}, {malicious}, {both} or empty; 
{both} is the ambiguous outcome used as an escalation signal (Vovk et al., 2005; Angelopoulos & Bates, 
2023; Papadopoulos et al., 2002). An adaptive variant lowers or raises the working miscoverage level 
for each class by a step of 0.05 in proportion to the error observed on labels two days old (Gibbs & 
Candès, 2021). Selective prediction keeps the alerts with the lowest uncertainty and reports the error 
rate of the kept alerts at a threshold of 0.5 as coverage falls (Chow, 1970; Geifman & El-Yaniv, 2017). 
 
Table 5: Detectors, calibrators, conformal sets, explanation methods and evaluation: specification 

and purpose 

Component Specification Purpose Reference 

Logistic regression L2 (C = 1), standardised inputs 
Naturally calibrated 

baseline 
Hastie et al. (2009) 

Boosted trees, deep (1 
and 5 bagged) 

400 trees, learning rate 0.1, 63 leaves, minimum 5 
samples per leaf, subsample 0.8, column sample 0.8 

Strong ranker that overfits 
a rare class and gives 

extreme scores 

Ke et al. (2017); 
Friedman (2001) 

Boosted trees, shallow 
(1) 

150 trees, learning rate 0.05, 15 leaves, minimum 40 
samples per leaf 

Regularised comparison Ke et al. (2017) 

MLP ensemble (5) 
Two hidden layers (64, 32), 60 epochs, standardised 

inputs, mean of five members 
Neural comparison and 

ensemble spread 
Lakshminarayanan 

et al. (2017) 

Calibrators 
Temperature, Platt, beta, isotonic regression and 15-
bin histogram binning on the calibration days; per-

family Platt; sliding-window Platt 

Post-hoc probability 
correction 

Guo et al. (2017); 
Platt (2000); Kull et 

al. (2017); 
Zadrozny & Elkan 

(2002) 

Conformal sets 

Mondrian (class-conditional) split conformal on 
isotonic-calibrated scores; half of the calibration 

days fit the calibrator, half set the quantile; α = 0.05, 
0.10, 0.20 

Escalation signal with 
coverage guarantee under 

exchangeability 

Vovk et al. (2005); 
Angelopoulos & 

Bates (2023) 

Explanations 
TreeSHAP for each of five bagged members; 1,000 

test alerts (400 incidents, 600 benign) per seed; top-3 
stability by Jaccard index across member pairs 

Attribution with spread 
and stability 

Lundberg et al. 
(2020) 

Evaluation 
ECE with 15 equal-mass bins, Brier score, log loss, 
AUROC, AUPRC; queue metrics on 20 test days; 3 

seeds 

Verification and 
comparison 

Naeini et al. (2015); 
Brier (1950); Davis 
& Goadrich (2006) 
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Prioritisation and economics 
The queue reviews, each day, the 150 alerts (12.5%) with the highest priority score. Ten orderings are 
compared: random; the raw score; the calibrated probability; the raw score times asset loss; the 
calibrated probability times asset loss; the same with per-family and adaptive calibration; the calibrated 
probability plus or minus one ensemble spread, times loss (an upper and a lower confidence variant); 
and an oracle that knows the labels. Ordering by expected loss avoided per unit of review time is the 
weighted-shortest-processing-time rule, optimal for a single resource when review time is constant 
(Smith, 1956; Pinedo, 2016). A capacity sweep from 3% to 25% shows how the ordering matters as the 
constraint tightens. A second experiment drops the capacity limit and applies the cost-optimal 
threshold rule, review if p × loss exceeds the review cost, with each probability source, including a 
prior-shift correction using the test period's prevalence odds, which is an oracle quantity used only to 
bound what correction could achieve (Elkan, 2001; Saerens et al., 2002). Net value is the loss avoided 
on confirmed incidents less the cost of the reviews and of false escalations. All values are in USD per 
day of the testbed. 
Explanations 
Shapley attributions use TreeSHAP for each of the five bagged members on a sample of 1,000 test alerts 
per seed (400 incidents and 600 benign alerts), with the mean over members as the explanation and the 
spread as its uncertainty (Lundberg et al., 2020; Lundberg & Lee, 2017; Štrumbelj & Kononenko, 2014). 
Four properties are measured. Stability is the mean Jaccard index of the top-three features between 
member pairs. Agreement with ground truth is the share of the top-three features, by mean absolute 
attribution, that belong to the four truly informative features of the alert's family (its own detector, user 
risk, peer deviation and indicator hits), which a real SOC cannot know. Faithfulness is the deletion 
ratio: the mean absolute change in the ensemble logit when the three top-attributed features are 
replaced by their training means, divided by the same change for three random features; a ratio of one 
means the attribution is no better than chance (Yeh et al., 2019; Hooker et al., 2019; Bhatt et al., 2020). 
Surrogate fidelity is the R-squared and AUROC of a depth-three regression tree fitted to the calibrated 
member probability on calibration alerts and evaluated on the test period (Bastani et al., 2017; Rudin, 
2019). Each property is reported by tercile of ensemble spread, by easy and hard incidents, and before 
and after drift. 
Analyst model 
No analysts were studied, so the human side is a model whose assumptions are explicit and varied. 
For each reviewed alert the analyst forms own evidence as a log-likelihood ratio: +2.2 for an easy 
incident, +0.6 for a hard incident and −1.0 for a benign alert, with Gaussian noise of standard deviation 
1.5. The decision combines this with the machine's displayed log-odds, weighted by a reliance weight 
w (0.7 at baseline) and shrunk towards the base rate otherwise: posterior log-odds equal own evidence 
plus (1 − w) times the base-rate log-odds plus w times the displayed log-odds, and the analyst escalates 
when the posterior probability exceeds 0.2 (Lee & See, 2004; Parasuraman & Manzey, 2010). Conditions 
differ in what is displayed and in the queue. An uncertainty flag (mid-range probability or high spread) 
halves w for flagged alerts. An explanation raises w by 0.15 and raises own evidence by 25% when the 
top-three attribution is stable, and it costs 20% more review time; both effects are assumptions 
motivated by the finding that explanations raise acceptance of advice and can help only when they are 
informative (Bansal et al., 2021; Zhang et al., 2020; Buçinca et al., 2021). Nine conditions are run on the 
same test alerts and the same noise draws: the analyst alone with a random queue and with the value 
queue; the raw score shown with the raw queue and with the value queue; the calibrated probability 
shown; the calibrated probability with a flag, with an explanation, and with both; and the raw score 
with an explanation. Reliance is measured as the share of machine advice (the upper half of each day's 
queue by displayed probability) that the analyst follows when the advice is wrong and when it is right. 
Monte Carlo, Sobol indices and metamodel 
The decision value is propagated through 2,000 draws of ten inputs sampled uniformly: loss scale (0.3 
to 3), review cost (USD 20 to 80), capacity (6% to 20%), attack-rate multiplier (0.5 to 3, applied to incident 
contributions), drift weight (0 to 1, the weight on post-drift days), baseline reliance w (0.4 to 0.95), 
explanation gain (0 to 0.4), explanation trust (0 to 0.3), flag shrinkage (0 to 0.8) and explanation time 
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multiplier (1.0 to 1.5, applied to review and false-escalation costs). Six arms are compared with the 
baseline of a raw-score-times-loss queue with the raw score displayed: the calibrated queue and 
display, with a flag, with an explanation, with both, and the calibrated queue with a raw display and 
an explanation. First-order and total Sobol indices of the gain of the flag-and-explanation arm are 
estimated with a Saltelli sample of 512 base draws (11,264 evaluations) on the first seed's data (Sobol', 
2001; Saltelli et al., 2010; Herman & Usher, 2017). A gradient-boosted regression and a depth-three tree 
on the 2,000 draws serve as metamodels, with five-fold cross-validated R-squared for the former. 
Verification 
Checks were run before the experiments were interpreted. The random queue found 12.7% of incidents 
at a capacity of 12.5%, as it should; the oracle queue found all of them and gave the highest net value; 
the logistic regression, which is calibrated by construction on this data, had an ECE of 0.005 and a mean 
probability equal to the prevalence; the drift raised the test prevalence from 4.2% to 5.6% and lowered 
the AUPRC of every tree and neural model, and Figure 4(c) shows the intended detector shift; 
conformal sets reached at least the nominal coverage on the calibration half; and the two analyst-alone 
conditions, whose decisions ignore the display, confirmed the same share of incidents under a random 
queue and under the value queue (53.4% and 52.8%). One error found during verification is worth 
recording: an early version computed the benign nonconformity score as 1 − (1 − p), which breaks ties 
through floating-point rounding and made coverage depend on isotonic plateaus; the score is now 
computed directly, and all results here use the corrected code. 
Results 
All results come from the synthetic testbed and are means with standard deviations over three seeds 
unless stated. Absolute values (ECE, recall, USD) describe the testbed and should not be read as 
estimates for any real operation. The orderings and mechanisms are the findings, and even those hold 
only under the assumptions in Tables 3 and 4. 
Detector quality and raw calibration 
Table 6 shows ranking quality and calibration for the five detectors. The shallow boosted tree ranks 
best (AUROC 0.802 and AUPRC 0.237 before drift), the bagged deep trees next (0.779 and 0.213), and 
the logistic regression and MLP ensemble lowest (0.765 and 0.758). Ranking quality is modest 
throughout, because 30% of incidents are hard by design and part of the signal is irreducible. 
Calibration does not follow ranking. The logistic regression (ECE 0.005) and the shallow tree (0.007) are 
close to calibrated before drift. The MLP ensemble is moderately off (0.021). The deep trees are the 
worst (0.034 for a single tree and for the bagged ensemble) and are wrong in a particular direction: their 
mean predicted probability is 0.84% against a true incident rate of 4.21%, so they under-predict by a 
factor of five, and the error grows after drift to 0.049 and 0.048. Raw scores of the deep trees therefore 
rank well and mislead as probabilities, which is the case in which calibration can matter. Figure 5(a) 
and (b) plot the two measures by detector and drift period. 
 

Table 6: Detectors: ranking quality, mean predicted probability and calibration error before and 
after drift (means over three seeds) 

Model 
AUROC 

pre 
AUPRC 

pre 
Mean p (%) 

pre 
ECE pre ECE post 

AUPRC 
post 

Mean 
p (%) 
post 

Logistic regression 0.765 0.154 4.21 0.005 ± 0.001 0.012 ± 0.003 0.158 4.44 

Boosted trees, deep (1) 0.761 0.185 0.84 0.034 ± 0.002 0.049 ± 0.002 0.165 0.76 

Boosted trees, deep (5 
bagged) 

0.779 0.213 0.85 0.034 ± 0.001 0.048 ± 0.002 0.188 0.78 

Boosted trees, shallow (1) 0.802 0.237 4.16 0.007 ± 0.001 0.014 ± 0.003 0.215 4.31 

MLP ensemble (5) 0.758 0.185 4.37 0.021 ± 0.002 0.028 ± 0.002 0.173 4.29 

True incident rate (%)   4.21    5.61 
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Figure 5: Models and calibrators: (a) ranking quality by detector and drift period, (b) raw 
calibration error, (c) effect of calibrators on the deep boosted tree, (d) calibration error against the 

number of calibration alerts 

 
 
Table 7 and Figure 5(c) give the effect of each calibrator on the deep boosted tree. Every post-hoc 
method removes most of the error before drift: ECE falls from 0.034 to between 0.006 (temperature 
scaling) and 0.009 (histogram binning), a reduction of 72% to 82%, and log loss falls from 0.218 to 0.153, 
a reduction of 30%. The methods are hard to separate at this sample size; temperature, Platt, beta and 
isotonic differ by less than one standard deviation. Brier scores improve little (0.0394 to 0.0374), because 
the Brier score is dominated by the rare-event variance that calibration cannot change. AUROC is 
unchanged by the monotone parametric calibrators and falls slightly with isotonic regression (0.759) 
and histogram binning (0.755), whose plateaus create ties. After drift every static calibrator degrades 
to an ECE of about 0.017, so the benefit shrinks from about 82% to about 66% of the raw error. Adaptive 
Platt scaling, refitted daily on labels two days old, holds ECE at 0.0078, which is 55% below static Platt 
scaling and 84% below the raw score. Figure 5(d) shows the cost of having few labels. With the most 
recent 500 calibration alerts, which contain about 20 incidents, temperature scaling has an ECE of 0.011, 
Platt scaling 0.017, isotonic regression 0.021 and histogram binning 0.026. At 1,000 alerts the values are 
0.007, 0.009, 0.011 and 0.017. The non-parametric methods need roughly 4,000 alerts or more to 
approach the parametric ones (0.006, 0.007, 0.008 and 0.010), and at 12,000 alerts all four lie between 
0.006 and 0.009. A one-parameter method is therefore the safer choice when labelled alerts are scarce, 
which in a SOC is the usual case for rare families. Figure 6(a) and (b) show the reliability curves of the 
deep tree before and after drift, and Figure 6(c) shows the MLP ensemble, whose mean probability 
(4.37%) is close to the base rate, so that its error lies in the shape of the curve and not its level. 
A per-family Platt model does not improve the global ECE (0.0074 before and 0.0177 after drift), but it 
matters inside families, as Table 8 shows. 
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Table 7: Calibrators applied to the deep boosted tree: calibration error, proper scores and ranking 
quality before and after drift (means over three seeds) 

Calibrator (deep boosted tree) ECE pre ECE post Brier pre 
Brier 
post 

Log loss 
pre 

AUROC 
pre 

Raw score 0.0337 ± 0.0016 0.0485 ± 0.0019 0.0394 0.0539 0.218 0.761 

Temperature scaling 0.0060 ± 0.0017 0.0165 ± 0.0032 0.0374 0.0506 0.153 0.761 

Platt scaling 0.0071 ± 0.0020 0.0173 ± 0.0036 0.0374 0.0506 0.153 0.761 

Beta calibration 0.0072 ± 0.0019 0.0172 ± 0.0036 0.0374 0.0506 0.153 0.761 

Isotonic regression 0.0065 ± 0.0008 0.0171 ± 0.0036 0.0374 0.0506 0.153 0.759 

Histogram binning (15) 0.0093 ± 0.0012 0.0170 ± 0.0035 0.0381 0.0509 0.156 0.755 

Adaptive Platt (delayed labels) 0.0067 ± 0.0013 0.0078 ± 0.0013 0.0374 0.0504 0.153 0.761 

Per-family Platt 0.0074 ± 0.0015 0.0177 ± 0.0027 0.0372 0.0506 0.152 0.766 

 
 
Figure 6: Reliability curves for the deep boosted tree before drift (a) and after drift (b), for the MLP 

ensemble before drift (c), and calibration error by alert family (d) 

 
 
Table 8 and Figure 6(d) give calibration within families. A global calibrator leaves family-level errors 
of 0.007 to 0.025 in seven families and 0.077 in family F5, the family hit by the seven-day campaign. Per-
family Platt scaling lowers the error in the low-volume families F0, F1 and F4 (from 0.007, 0.009 and 
0.012 to 0.004, 0.005 and 0.008) and gives a small gain in F5 (0.072), but it leaves F3, F6 and F7 unchanged 
within noise. Family-level ECE is itself biased upward when a family has few incidents (F0 has 64 on 
average), so differences of a few thousandths should not be over-read. The main message of Table 8 is 
that a global calibrator can hide a family that is badly calibrated, and that a surge in a single family is 
the hardest case for either approach. 
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Table 8: Calibration error within alert families: raw deep tree, global isotonic regression and per-

family Platt scaling (test period, means over three seeds) 

Family Test alerts (mean) Incidents (mean) ECE raw ECE global isotonic 
ECE per-family 

Platt 

F0 5,076 64 0.011 0.007 0.004 

F1 4,150 80 0.017 0.009 0.005 

F2 3,231 163 0.043 0.012 0.010 

F3 2,727 170 0.051 0.014 0.014 

F4 2,300 60 0.023 0.012 0.008 

F5 3,102 368 0.112 0.077 0.072 

F6 2,036 199 0.065 0.025 0.023 

F7 1,377 108 0.063 0.023 0.024 

 
Conformal sets and uncertainty signals 
Table 9 gives the Mondrian conformal results on isotonic-calibrated scores. Class-conditional coverage 
was at or above its nominal level before drift: 0.969 and 0.980 at α = 0.05 (target 0.95), 0.931 and 0.928 
at α = 0.10 (target 0.90) and 0.835 for both classes at α = 0.20 (target 0.80). The excess over target is 3 to 
4 points at the two looser levels. I suspect it comes from the finite-sample correction and the plateaus 
of the isotonic map, but I did not test that. After drift, coverage of incidents fell by 1.5 points at α = 0.10 
(0.916) and by 4.6 points at α = 0.20 (0.789, below the 0.80 target), while coverage of benign alerts barely 
moved. The adaptive update left incident coverage at 0.910 and brought benign coverage to 0.908 at α 
= 0.10, so both classes sat within about a point of target; but static sets were already close, and the 
adaptive variant gave more single-label sets that were less accurate (77.0% against 80.1% after drift). 
Daily coverage of incidents, which rests on about 60 incidents a day, ranged from 0.879 to 0.958 for the 
static method, so day-to-day variation is as large as the drift effect (Figure 7(a)). 
 
Table 9: Conformal sets: class-conditional coverage, composition of the sets and accuracy of single-

label sets, before and after drift (means over three seeds) 

Method Drift 
Coverage, 
incidents 

Coverage, 
benign 

Set {both} 
(%) 

Set 
{malicious} 

(%) 

Set 
{benign} 

(%) 

Accuracy of 
single-label 

sets (%) 

Static, α = 0.05 Before 0.969 0.980 84.1 2.7 13.2 81.4 

 After 0.966 0.982 83.5 2.4 14.1 83.0 

Static, α = 0.10 Before 0.931 0.928 64.5 8.5 27.0 79.7 

 After 0.916 0.929 63.8 8.3 27.9 80.1 

Static, α = 0.20 Before 0.835 0.835 33.5 18.0 48.4 75.0 

 After 0.789 0.835 32.9 18.1 48.9 75.0 

Adaptive, α = 0.10 Before 0.925 0.922 61.7 9.1 29.2 79.8 

 After 0.910 0.908 60.0 10.5 29.5 77.0 

 
The sets are valid but largely uninformative. Because the detector's AUROC is only about 0.76, most 
alerts cannot be placed in one class with the required confidence: the share of {both} sets is 84% at α = 
0.05, 64.5% at α = 0.10 and 33.5% at α = 0.20. Single-label sets are right about 75% to 81% of the time, 
which is below 1 − α, as it should be: the guarantee is a class-conditional coverage property and not a 
statement about the accuracy of single-label sets. An ambiguous set is therefore a weak escalation signal 
in this testbed, since it applies to roughly two-thirds of alerts at the 10% level (Figure 7(b)). 
The ensemble spread behaves more as a risk indicator than as an epistemic alarm. Its mean is 0.035 for 
easy incidents, 0.0096 for hard incidents and 0.0049 for benign alerts, so it rises with the score level, not 
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with the difficulty of the case, and a hard incident looks only twice as uncertain as a benign alert. Its 
rank correlation with the absolute error of the calibrated probability is 0.81, but because 95% of alerts 
are benign and their absolute error equals their probability, this mostly reflects the fact that spread rises 
with the score. After drift the mean spread was 0.965 of its pre-drift value, so it did not rise when the 
data shifted. As a basis for abstention, however, the spread is slightly better than the probability alone 
(Figure 7(c)): abstaining on the 5% of alerts with the highest spread captures 24% of all incidents (their 
prevalence is 24%, against 5.05% overall), on 10% captures 36% and on 20% captures 52%, against 22%, 
35% and 50% for abstention by probability and 5%, 10% and 20% for random abstention. The gain of 
about two points comes from an ordering that is close to the probability's, and the abstained set is where 
the incidents are, as Figure 7(d) shows. The error rate at the 0.5 threshold is, in this testbed, essentially 
the prevalence among the kept alerts, since calibrated probabilities rarely exceed 0.5: selective 
prediction here is a form of risk-based escalation and not a classifier with a reject option in the classical 
sense (Chow, 1970; Geifman & El-Yaniv, 2017). 
 

Figure 7: Conformal sets and uncertainty signals: (a) daily coverage of incidents, static and 
adaptive, (b) share of ambiguous sets by miscoverage level, (c) share of all incidents captured by 
abstaining on the highest-uncertainty alerts, (d) incident prevalence among kept and abstained 

alerts 

 
 
Prioritisation under capacity 
Table 10 and Figure 8 compare the queue orderings at a capacity of 12.5% (150 reviews a day). Ordering 
by the calibrated probability gives the same result as ordering by the raw score: 39.4% against 39.2% of 
incidents found and a net value of USD 16.0 thousand against 15.8 thousand a day, differences far 
inside one standard deviation. This is expected, since a monotone transformation of the score does not 
change a ranking. The random queue finds 12.7% of incidents and earns 1.4 thousand; the oracle finds 
all and earns 53.3 thousand. 
The picture changes once the score is multiplied by the asset loss. Ordering by the raw score times loss 
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earns 29.4 thousand a day and captures 59.7% of the total loss, and ordering by the calibrated 
probability times loss earns 34.5 thousand and captures 68.3%, a gain of 5.1 thousand a day (17%). The 
share of the highest-tier incidents that are missed falls from 27.6% to 6.9%. This queue finds fewer 
incidents (24.5% against 39.4%) and has lower precision (9.9% against 15.9%), because it deliberately 
prefers rarer but costlier incidents; counting alerts would call it worse. Per-family calibration raises the 
net value to 36.0 thousand (4.7% of top-tier incidents missed). Adaptive calibration (34.7) is not 
distinguishable from the static one in this window. Adding one ensemble spread to the probability 
gives 35.0 and subtracting it gives 32.7, so a conservative upper bound is no worse than the point 
estimate and a lower bound is worse by 1.8 thousand. The calibrated value queue reaches 65% of the 
oracle's net value and the per-family variant 68%. Figure 8(a) shows that the advantage of calibration 
is present at every capacity from 3% to 25% and is largest at 9% to 12.5% of alerts, where the loss 
captured is 8.6 points higher than with raw scores times loss (60.8% against 52.1% at 9%, 68.3% against 
59.7% at 12.5%); it narrows to 4.6 points at 25%, where a larger share of all alerts is simply reviewed. 
 

Table 10: Queue orderings at a capacity of 12.5% of daily alerts: incidents found, precision, loss 
captured, top-tier incidents missed and net value (test period, means over three seeds) 

Queue ordering (capacity 
12.5%) 

Incidents 
found (%) 

Precision of 
queue (%) 

Loss 
captured (%) 

Tier-3 
incidents 

missed (%) 

Net value 
(thousand 
USD/day) 

Random order 12.7 ± 0.5 5.2 ± 0.3 12.5 ± 1.1 88.7 ± 2.2 1.4 ± 0.7 

Raw score 39.2 ± 0.4 15.9 ± 0.6 36.8 ± 1.1 66.4 ± 2.7 15.8 ± 0.6 

Calibrated p 39.4 ± 0.6 15.9 ± 0.7 37.1 ± 0.9 66.1 ± 2.3 16.0 ± 0.5 

Raw score × asset loss 33.7 ± 0.2 13.6 ± 0.4 59.7 ± 0.5 27.6 ± 1.7 29.4 ± 0.4 

Calibrated p × asset loss 24.5 ± 0.5 9.9 ± 0.3 68.3 ± 1.6 6.9 ± 1.2 34.5 ± 0.6 

Per-family calibrated p × loss 25.2 ± 1.1 10.2 ± 0.6 70.9 ± 1.0 4.7 ± 0.8 36.0 ± 0.3 

Adaptive calibrated p × loss 23.6 ± 0.7 9.5 ± 0.2 68.6 ± 1.7 5.7 ± 0.9 34.7 ± 0.8 

Calibrated p + spread, × loss 26.2 ± 0.9 10.6 ± 0.4 69.2 ± 1.7 6.3 ± 1.6 35.0 ± 0.7 

Calibrated p − spread, × loss 22.2 ± 0.8 9.0 ± 0.3 65.3 ± 1.7 9.4 ± 0.6 32.7 ± 0.7 

Oracle 100.0 ± 0.0 40.4 ± 1.3 100.0 ± 0.0 0.0 ± 0.0 53.3 ± 0.4 

 
When capacity is not fixed and the cost-optimal rule is used instead (review if p × loss exceeds USD 
40), calibration changes the decision itself (Table 11). The raw score of the deep tree triggers 34 reviews 
a day, finds 16.1% of incidents and yields a net value of 16.5 thousand; any calibrated probability 
triggers 230 to 249 reviews a day, finds 39% to 40% and yields 31.4 to 32.0 thousand, roughly twice the 
value. After drift the raw score finds 10.0% and yields 14.7 thousand, and the calibrated sources yield 
41.5 to 43.1 thousand (temperature 41.5, isotonic 42.1, per-family 43.1, adaptive 42.3, with the adaptive 
rule reviewing 285 alerts a day against 231 to 247 for the static ones). A prior-shift correction using the 
true test prevalence, which is an oracle quantity, raises recall to 40.8% with 315 reviews a day but not 
the net value (41.9 against 42.1), a sign that the rule is flat near its optimum. The extra reviews are worth 
about what they cost. 
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Figure 8: Triage: (a) loss captured against review capacity, (b) top-tier incidents missed, (c) net 
value by queue ordering, (d) net value of the cost-optimal review rule after drift by source of 

probability 

 
 
 
Table 11: Cost-optimal review rule by source of probability: reviews per day, incidents found and 

net value before and after drift (means over three seeds) 

Probability used (rule: review if 
p × loss > USD 40) 

Reviews/day 
pre 

Incidents 
found (%) 

pre 

Net (k 
USD/day) 

pre 

Reviews/day 
post 

Incidents 
found (%) 

post 

Net (k 
USD/day) 

post 

Raw score 34 16.1 16.5 31 10.0 14.7 

Temperature 236 40.1 32.0 233 33.1 41.5 

Isotonic 249 39.3 31.4 247 33.2 42.1 

Per-family Platt 230 39.0 31.9 231 32.8 43.1 

Adaptive Platt 242 39.4 31.7 285 36.4 42.3 

Isotonic with prior-shift correction n/a n/a n/a 315 40.8 41.9 

 
Explanations 
Table 12 summarises the Shapley explanations of the five bagged members. Top-three attributions 
agree across members with a mean Jaccard index of 0.654 ± 0.018, which is moderate: typically two or 
three of the three leading features coincide. The index is similar for incidents and benign alerts (0.65 
and 0.66), a little lower for hard incidents (0.62 against 0.66 for easy ones) and the same before and after 
drift (0.66 and 0.65). It is unrelated to the ensemble spread (Spearman 0.027 ± 0.061), so the spread 
cannot be used to flag explanations that are unstable. On incidents, 59% of the top-three features belong 
to the truly informative features of the alert's family, 62% for easy and 52% for hard incidents, and the 



American Journal of Scholarly Research and Innovation, December 2024, 01– 40 

 

21 
 

share rises with spread (0.49, 0.52 and 0.65 across terciles). Deletion faithfulness is 2.39 ± 0.29: removing 
the top-three features changes the ensemble logit about 2.4 times as much as removing three random 
ones, and the ratio also rises with spread (1.85, 2.24 and 2.83). These increases are not evidence that 
uncertain alerts are better explained. High-spread incidents are mostly easy incidents with high scores 
and strong signals, so spread tercile is confounded with difficulty; I could not separate the two with 
the present design. Attributions place 15.8% of their mass on nuisance features, against 25% if all 
features were used equally, which suggests that the explanations find signal better than chance and 
still pick up some of the overfitting of the deep trees. A depth-three surrogate tree has an R-squared of 
0.23 and an AUROC of 0.69 against the 0.76 to 0.78 of the ensemble, so a rule short enough for an analyst 
to read recovers only a small part of the model's behaviour (Bastani et al., 2017; Rudin, 2019). 
 

Table 12: Explanation diagnostics: stability, agreement with ground truth, deletion faithfulness, 
attribution spread, nuisance share and surrogate fidelity (means over three seeds) 

Diagnostic 
Mean ± SD over 

seeds 
Detail 

Top-3 stability across five members 
(Jaccard) 

0.654 ± 0.018 
Incidents 0.65; benign 0.66; easy 0.66; 
hard 0.62; before drift 0.66; after 0.65 

Correlation of stability with ensemble 
spread (Spearman) 

0.027 ± 0.061 
No monotone link: spread does not flag 

unstable explanations 

Top-3 hits on truly informative features 
(incidents) 

0.590 ± 0.028 
Easy 0.62; hard 0.52; by spread tercile 

0.49, 0.52, 0.65 

Deletion faithfulness ratio (top-3 versus 
random-3 removal) 

2.39 ± 0.29 By spread tercile 1.85, 2.24, 2.83 

Attribution spread relative to 
magnitude (top-3, mean of 
SD/|mean|) 

0.161 ± 0.007 
Member-to-member variation is 

moderate for the leading features 

Share of attribution on nuisance 
features 

0.158 ± 0.005 
Eight of 32 features; uniform use would 

give 0.25 

Depth-3 surrogate: R² against calibrated 
probability; AUROC 

0.23; 0.69 
A three-level rule recovers a small part of 

the model 
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Figure 9: Explanations: (a) global importance of the twelve leading features, (b) stability and 
agreement with informative features by ensemble-spread tercile, (c) deletion faithfulness by 

tercile, (d) stability before and after drift and for easy and hard incidents 

 
 
Analyst conditions 
Table 13 and Figure 10 give the results of the nine analyst conditions. Every statement in this section is 
a consequence of the assumptions in Table 4 and is a hypothesis about people and not a finding about 
them. Confirmed incidents are the share of incidents in the queue that the analyst escalates. The analyst 
alone confirms 53% of the incidents in the queue, whether the queue is random or ordered by value, as 
it must, since own evidence is the same. The queue changes the money: the random queue loses 2.2 
thousand a day and the value queue earns 15.2 thousand. 
Showing the raw score hurts. With the value queue, the raw score lowers net value to 7.1 thousand, 8.1 
thousand below the analyst alone, and confirms only 47.2% of the incidents in the queue. In the model 
the raw score is about five times too low, and a display that is too low pulls the posterior of ambiguous 
alerts towards benign. Showing the calibrated probability raises confirmed incidents to 72.9% and net 
value to 19.5 thousand, which is 12.4 thousand above the raw display and 4.3 thousand above the 
analyst alone (whose standard deviation over seeds is 3.3 thousand). With the calibrated display the 
analyst follows wrong advice in 11.1% of cases and right advice in 94.9%. 
An uncertainty flag shifts the balance from recall to precision: confirmed incidents fall to 65.0%, 
precision rises from 57.9% to 62.9%, following wrong advice falls from 11.1% to 7.4%, and net value 
falls by 1.8 thousand to 17.7 thousand. An explanation does the reverse: confirmed incidents rise to 
75.5%, precision falls to 54.3% and following wrong advice rises to 13.2%, because the explanation 
increases reliance, while the 20% longer review raises analyst time from 25 to 30 hours a day. Its net 
value (19.2 thousand) is not distinguishable from the calibrated display alone (19.5 thousand). Flag and 
explanation together land between the two (67.5% confirmed, 62.4% precision, 17.4 thousand). An 
explanation attached to the raw score does not rescue the raw display (4.9 thousand). 
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Table 13: Analyst conditions under the stylised analyst model: incidents confirmed, precision, 
reliance on wrong and right advice, analyst hours and net value (means over three seeds) 

Condition (same capacity of 
150 reviews/day) 

Incidents 
confirmed 

(%) 

Precision 
(%) 

Follows 
wrong 

advice (%) 

Follows 
right 

advice (%) 

Analyst 
hours/day 

Net (k 
USD/day) 

Analyst alone, random order 53.4 ± 2.2 44.5 ± 2.4 3.6 ± 0.3 53.4 ± 2.2 25.0 ± 0.0 −2.2 ± 0.4 

Analyst alone, value queue 52.8 ± 5.9 63.9 ± 4.1 3.3 ± 0.3 52.8 ± 5.9 25.0 ± 0.0 15.2 ± 3.3 

Raw score queue and display 53.0 ± 2.4 73.2 ± 3.9 12.0 ± 1.1 93.2 ± 0.3 25.0 ± 0.0 8.2 ± 0.3 

Value queue, raw score 
shown 

47.2 ± 3.5 73.3 ± 1.3 8.2 ± 0.3 94.0 ± 0.4 25.0 ± 0.0 7.1 ± 1.8 

Value queue, calibrated p 
shown 

72.9 ± 3.2 57.9 ± 4.4 11.1 ± 1.9 94.9 ± 0.6 25.0 ± 0.0 19.5 ± 1.0 

+ uncertainty flag 65.0 ± 1.1 62.9 ± 3.6 7.4 ± 0.7 92.8 ± 0.1 25.0 ± 0.0 17.7 ± 0.9 

+ explanation 75.5 ± 2.1 54.3 ± 2.2 13.2 ± 1.0 95.6 ± 0.1 30.0 ± 0.0 19.2 ± 1.1 

+ flag + explanation 67.5 ± 2.6 62.4 ± 2.4 7.9 ± 0.7 93.3 ± 0.4 30.0 ± 0.0 17.4 ± 1.8 

Raw score shown + 
explanation 

46.0 ± 5.2 70.0 ± 1.2 8.7 ± 0.2 93.8 ± 1.2 30.0 ± 0.0 4.9 ± 2.8 

 
 

Figure 10: Analyst conditions under the stylised model: (a) net value, (b) incidents confirmed in 
the queue, (c) precision of escalations, (d) following wrong machine advice 

 
 
Monte Carlo and Sobol analysis 
Table 14 and Figure 11 propagate the decision value through the ten uncertain inputs. The baseline 
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(raw-score queue with raw display) has a mean net value of 33.9 thousand a day over the draws. A 
calibrated queue and display adds 29.7 thousand on average (5th to 95th percentile 5.0 to 74.3 thousand) 
and is positive in essentially every draw. Adding a flag lowers the mean gain to 26.1 thousand, an 
explanation leaves it at 29.9 thousand, and both give 26.4 thousand, so the differences among the 
calibrated arms are small against the spread across draws. A raw score with an explanation on a 
calibrated queue loses 5.2 thousand on average and gains in only 3% of draws. 
The variance of the gain is mostly a matter of the setting. For the flag-and-explanation arm, loss scale 
has a first-order index of 0.47 (total 0.52) and the attack-rate multiplier 0.30 (total 0.45); baseline trust, 
drift weight and capacity each have totals of 0.03 to 0.05. First-order indices sum to 0.84, so about 16% 
of the variance is interaction, mainly between loss scale and attack rate, which multiply each other. The 
explanation gain, explanation trust, flag shrinkage and time multiplier together have a total index 
below 0.03 for each, so the assumed human parameters hardly affect the size of the gain of this arm. A 
gradient-boosted metamodel reproduces the draws with a cross-validated R-squared of 0.97, and a 
depth-three tree with 0.75, using loss scale and attack rate for every split. In the first seed the gain rises 
from USD 18.9 thousand to 28.5 thousand across quintiles of baseline trust, from 20.0 to 27.5 thousand 
across quintiles of drift weight and from 20.8 to 25.7 thousand across quintiles of capacity, and it is 
almost flat in review cost (24.9 to 23.1 thousand). A calibrated display is worth more when analysts 
heed it, when more of the period is post-drift and when more can be reviewed. 
 

Table 14: Monte Carlo and Sobol analysis: gain of each arm over the raw-score baseline, variance 
shares and metamodel fit (2,000 draws; Sobol on the first seed) 

Arm (gain over raw-score baseline) Mean gain (k USD/day) 
5th to 95th 
percentile 

Draws with 
gain > 0 (%) 

Calibrated queue and display 29.7 5.0–74.3 100 

+ uncertainty flag 26.1 4.4–66.2 100 

+ explanation 29.9 3.3–76.7 99 

+ flag + explanation 26.4 2.7–69.3 99 

Raw score shown + explanation (calibrated queue) −5.2 −12.7 to −0.6 3 

Baseline (raw-score queue and display): mean net 
value 

33.9   

Sobol indices (gain of flag + explanation arm): S1 / 
ST 

loss scale 0.47 / 0.52; attack-
rate multiplier 0.30 / 0.45; 
baseline trust 0.01 / 0.05; 
drift weight 0.02 / 0.05; 

capacity 0.02 / 0.03 

  

Metamodel: gradient-boosted regression, 5-fold 
cross-validated R² (depth-3 tree R²) 

0.97 (0.75)   
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Figure 11: Monte Carlo and Sobol analysis: (a) distribution of the gain, (b) mean gain by arm with 
5th to 95th percentiles, (c) Sobol indices for the flag-and-explanation arm, (d) mean gain by 

quintile of selected inputs 

 
 
Discussion 
Answers to the research questions 
RQ1 asked how well alert scores are calibrated and how the repairs hold up under drift, across families 
and with few labels. The raw scores of the deep trees under-predicted incidents by a factor of five, and 
any post-hoc calibrator removed 72% to 82% of that error on a window from the same period. Under 
drift the static calibrators kept about two-thirds of the benefit, daily recalibration with delayed labels 
kept most of it, and a global calibrator left a family-level error three to eleven times larger in the family 
hit by the campaign (0.077 against 0.007 to 0.025). With few labels a one-parameter method did best. 
RQ2 asked what uncertainty signals add. Conformal sets kept class-conditional coverage close to target, 
but were ambiguous for most alerts; ensemble spread was a modest improvement over probability for 
choosing alerts to set aside, did not rise with drift, and was unrelated to explanation stability. RQ3 
asked about the decision value of calibrated, uncertainty-aware prioritisation under capacity. 
Calibration alone did not change a ranking. When the probability was multiplied by asset loss, the 
value of the queue rose 17%, and under a cost-optimal rule the calibrated probability about doubled 
the net value. Adding a spread bound or per-family and adaptive calibration changed the net value by 
between −1.8 and +1.5 thousand a day around 34.5 thousand. RQ4 asked about explanations and about 
displays for analysts. Explanations were moderately stable (0.65) and better than chance on faithfulness 
(2.4), and their stability was not tied to uncertainty. Under the stylised analyst model, the calibrated 
display was worth much more than the raw display, whereas flags and explanations moved the balance 
between recall and precision without raising net value. 
Why calibration matters only when probabilities are used as probabilities 
The triage result is stated more precisely as follows. A calibrated probability and a raw score give the 
same queue when the queue is a ranking by probability alone. They differ when the number is 
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combined with something else: multiplied by an asset loss, compared with a review cost, shown to a 
person, or averaged across families (Ahmed, 2024; Islam, 2024; Asheke, 2024). A constant factor would 
not reorder a product, so the effect needs error that varies across the score range, and the raw deep-tree 
scores are compressed and uneven in that way: an alert on a cheap asset with a high raw score and one 
on a critical asset with a moderate score trade places differently under raw and true probabilities 
(Ashrafuzzaman, 2024; Jannatul, 2024; Kynatun & Saba, 2024). Against a fixed review cost even a 
constant factor matters, since a score five times too small puts most alerts below the threshold, which 
is the doubling seen under the cost-optimal rule (Elkan, 2001; Vickers & Elkin, 2006; Van Calster et al., 
2019). Both mechanisms need the number to be used as a number. I did not run the queue with the 
shallow tree, whose raw score is already close to calibrated (ECE 0.007), so the inference that a well-
calibrated raw score would do as well as a recalibrated one is plausible but untested here (Mashiat, 
2024; Sumaiya, 2024; Feroz, 2024). The practical point is that ECE should be reported for the model that 
will be used with a loss or a cost, and that the value of calibration should be evaluated in that setting, 
not on the accuracy or AUROC that calibration leaves unchanged (Gneiting & Raftery, 2007; Nixon et 
al., 2019). 
Calibration under drift and with few labels 
The drift in this study was one moderate episode, and static calibrators lost about a third of their benefit 
in it. Adaptive recalibration with labels two days old recovered most of that, which supports a practice 
of scheduled recalibration with explicit monitoring of ECE and prevalence by week. Two caveats apply. 
The recalibration labels were complete and correct, whereas real SOC labels exist mainly for alerts that 
were reviewed, and the reviewed alerts are the highest-ranked ones; a model recalibrated on them will 
tend to learn the selection and not the truth, which is why a randomised audit sample of unreviewed 
alerts is among the requirements (Lakkaraju et al., 2017; Ovadia et al., 2019; Gama et al., 2014). And the 
benefit of any calibration depends on the amount of data: with 500 recent alerts, containing about 20 
incidents, only temperature scaling stayed near 0.01. For rare families this suggests pooling alerts across 
families with a family indicator or a shared temperature, and refining only when sample sizes allow, 
which is consistent with the modest and uneven gains of per-family models in Table 8 (Kull et al., 2017; 
Guo et al., 2017). 



American Journal of Scholarly Research and Innovation, December 2024, 01– 40 

 

27 
 

Uncertainty signals 
The conformal sets were valid and uninformative, because the detector was weak. Validity here has 
two limits. Coverage was class-conditional and marginal over alerts, so it said nothing about coverage 
for a single family or asset tier, and under drift coverage of incidents fell below target at α = 0.20, as 
one would expect when a shift breaks exchangeability, while the same shift had only a small effect at α 
= 0.10 (Tibshirani et al., 2019; Barber et al., 2023; Gibbs & Candès, 2021). The spread gave a risk-ordered 
abstention that was a little better than the probability, but it did not behave as an epistemic signal: it 
was highest for easy incidents, lowest for benign alerts, and flat across the drift. This is a caution for 
practice. Ensemble disagreement is often described as model uncertainty, and in a boosted-tree 
ensemble trained on the same data it may mostly reflect the score level, so a team that wants a drift 
alarm should monitor calibration error and feature distributions directly and not rely on the spread 
(Hüllermeier & Waegeman, 2021; Lakshminarayanan et al., 2017; Ovadia et al., 2019). 
Explanations as a control 
The explanations in this study were neither useless nor trustworthy by default. They were moderately 
stable, better than chance at finding the informative features and at changing the output when the 
attributed features were removed, and a short surrogate tree explained little. The finding that stability 
did not depend on uncertainty matters for how a display is designed: an uncertainty flag cannot stand 
in for an explanation-quality flag, so any note on stability must be computed from the members 
directly, as it was for the display in Figure 2. The deletion test replaces features with training means, 
and that creates off-distribution inputs, so the faithfulness ratio is an indicator and not a proof (Hooker 
et al., 2019; Ghorbani et al., 2019; Krishna et al., 2022). The NISTIR 8312 principles of explainable AI 
separate the accuracy of an explanation from the limits of the system's knowledge, and the results 
support the separation: faithfulness and stability are properties of the explanation, spread and coverage 
are properties of the prediction, and they vary independently (Phillips et al., 2021; Adebayo et al., 2018). 
Human decision-making 
The analyst-model results are hypotheses. They follow from assumed weights, and I make no claim 
that SOC analysts behave this way. Within those assumptions they show three things. First, a display 
can do harm: the raw display lowered the net value below the analyst working alone, because its 
miscalibration was imported into the analyst's decision, in line with the observation that people over-
rely on advice that appears confident and under-rely on advice that appears weak (Parasuraman & 
Manzey, 2010; Lee & See, 2004; Skitka et al., 1999). Second, a calibrated probability avoided that harm 
(12.4 thousand above the raw display) and added 4.3 thousand over the analyst alone, a gain about the 
size of that condition's variation over seeds, and it did so without any added review time. Third, flags 
and explanations traded one error for another: the flag reduced both following of wrong advice and 
confirmation of true incidents, the explanation did the opposite, and neither raised net value, in line 
with studies in which explanations increased acceptance of advice whether or not the advice was right 
(Bansal et al., 2021; Buçinca et al., 2021; Poursabzi-Sangdeh et al., 2021). Whether a real flag lowers 
reliance only when the advice is wrong depends on how well the flag separates wrong from right 
advice; in the model it lowered both. Controlled studies with analysts, using real tasks and the 
measures of reliance in Table 13, are needed before any of these effects are used for design (Green & 
Chen, 2019; Kocielnik et al., 2019; Alahmadi et al., 2022). 
Implications for operators 
Five implications follow, each with its limit. Measure calibration for the score that feeds a loss or a 
threshold, and report it by family, since a global figure hid a family in which the error was up to eleven 
times larger. Rank by expected value, not by probability or count: on this testbed the calibrated value 
queue found 24.5% of incidents against 39.4% for the probability ranking, yet captured 68.3% of the 
loss against 37.1%, so teams that report alerts closed or incidents found will mistake it for a regression, 
and the metric that follows the objective is loss captured or net value at the capacity actually available 
(Smith, 1956; Pinedo, 2016; Kleinberg et al., 2018). Use the cheapest calibrator that the labelled data 
supports, refresh it on a schedule, and keep an audit sample of unreviewed alerts so that the labels are 
not only those of the alerts that were ranked highest. Show a calibrated probability to analysts and test 
any flag or explanation as a separate intervention, measuring both recall and precision, since each 
moved them in opposite directions. And treat the base-rate arithmetic as part of the design: at an 
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incident rate of about 4% the precision of even a good queue is low, as the 9.9% to 15.9% in Table 10 
shows, which is why alert fatigue is a property of the situation and not only of the detector (Axelsson, 
2000; Cvach, 2012; Sundaramurthy et al., 2015). 
Implications for standards, regulation and governance 
The results connect to the standards in four ways, and some of those standards have changed or may 
change, so the citations should be checked against current versions. The incident-handling guide cited 
here, NIST SP 800-61 Revision 2, treats prioritisation, as I read it, as a function of the functional and 
informational impact of an incident and the recoverability from it, which is the role asset criticality 
plays in the value queue (Cichonski et al., 2012; ISO/IEC, 2023b). I believe that NIST has since replaced 
that revision with a new one aligned to the Cybersecurity Framework 2.0, but I have not verified its 
current status or content, and a reader applying this work should consult the NIST publication page 
(National Institute of Standards and Technology, 2024). The NIST AI Risk Management Framework 
and ISO/IEC 42001 and 23894 ask organisations to measure, document and manage the risks of an AI 
system, and calibration error, coverage, explanation stability and reliance are measurable properties 
that fit that record; the governance register in Figure 12 is the form such a record would take (Tabassi, 
2023; ISO/IEC, 2023a; ISO/IEC, 2023c). The EU AI Act sets requirements for human oversight and 
transparency for high-risk systems, and whether an alert-prioritisation tool is high-risk depends on its 
use, for instance as a safety component in the operation of critical infrastructure; the Act's application 
dates are phased and have been the subject of proposals for amendment, so both the classification and 
the dates need to be checked with the current text and with counsel (European Parliament and Council, 
2024b). The NIS 2 Directive extends incident-reporting duties to a wider set of operators, which may 
raise the cost of a missed incident and so the loss scale, the input with the largest Sobol index in this 
study (European Parliament and Council, 2022). Figure 12 sets out a four-phase roadmap (baseline and 
data, calibration and shadow running, prioritisation with explanation, governance and adaptation) 
with the governance bodies and enablers each phase needs; the timings in it are indicative. 
 
Figure 12: Implementation roadmap for uncertainty-calibrated explainable alert prioritization: four 

phases from baseline and data through calibration and shadow running and prioritisation with 
explanation to governance and adaptation, with governance bodies and enablers 
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Implications for analytics practice 
The study illustrates five practices. Evaluate on the period the model will face and not on the period it 
was trained on: drift raised the prevalence from 4.2% to 5.6% and degraded every calibrator, and the 
check can be run from the same label store (Sommer & Paxson, 2010; Arp et al., 2022). Report proper 
scores and reliability curves next to ECE, which depends on binning (Brier, 1950; Naeini et al., 2015; 
Vaicenavicius et al., 2019). Separate the three questions of ranking, probability and decision, because 
the tools that answer each are different and a gain on one does not carry to the others. Treat the human 
part of a pipeline as a component to be measured, with reliance on wrong and right advice reported 
next to accuracy (Bainbridge, 1983; Amershi et al., 2019). And propagate the decision into money under 
uncertainty with Sobol indices, so that the team knows which input to measure first: in this study the 
loss scale and the attack rate, not the explanation parameters (Sobol', 2001; Saltelli et al., 2010; Herman 
& Usher, 2017). 
Limitations 
Table 15 lists the limitations with their consequences and the way each could be addressed. The most 
important are three. The data, the drift, the costs and the analyst model are synthetic, so the orderings 
are conditional findings about a model world and absolute values, such as the ECE of 0.034 or the USD 
figures, carry no empirical weight. The analyst model has assumed parameters, and the effects of 
displays, flags and explanations are consequences of those assumptions. And labels are complete and 
correct, which real SOC labels are not; selection bias in labels is a known problem for models trained 
on reviewed alerts (Lakkaraju et al., 2017; Pendlebury et al., 2019). The study used three seeds and 20 
test days, so intervals for rare families and for top-tier incidents are wide, and only differences much 
larger than the standard deviation (calibrated against raw values, display calibration, the doubling 
under the cost-optimal rule) should be taken as supported; the differences of about one thousand USD 
among the calibrated queues are not. Review is a single step without queue dynamics or fatigue 
(Harchol-Balter, 2013), explanations are TreeSHAP with an independence assumption that correlated 
features violate (Aas et al., 2021; Slack et al., 2020), and costs are expected values with no regulatory or 
reputational terms. Finally, the reference list was checked against publisher and registry records, but a 
small number of fields (page spans for some articles, print years inferred from online-first dates, and 
some proceedings details) could not be confirmed and should be checked before citation. 
Further research 
Five directions follow. First, replay on real alert histories: a SOC's labelled alerts with their review 
outcomes, a randomised audit sample of unreviewed alerts and measured loss tiers would replace the 
generators, and would test whether the orderings found here survive selective labels (Lakkaraju et al., 
2017; Pendlebury et al., 2019). Second, studies with analysts, with the reliance measures of Table 13, to 
estimate the real effects of a calibrated probability, a flag and an explanation, including the cost of the 
extra review time (Bansal et al., 2021; Buçinca et al., 2021). Third, stronger detectors and richer 
uncertainty: sequence models on raw event streams, one-class and anomaly detectors for unseen 
attacks, and uncertainty methods designed to separate epistemic from aleatoric terms, with conformal 
methods designed for shift and delayed labels (Gawlikowski et al., 2023; Angelopoulos & Bates, 2023; 
Gibbs & Candès, 2021). Fourth, decision models beyond a single review step: learning to defer, queues 
with fatigue and shift change, and optimisation that is trained on the decision itself and not on 
prediction error (Madras et al., 2018; Mozannar & Sontag, 2020; Elmachtoub & Grigas, 2022). Fifth, 
explanations under adversaries and dependence: attacks on attributions, and attribution methods that 
respect correlated features (Slack et al., 2020; Aas et al., 2021). 
Conclusion 
This study examined, in a transparent simulation, whether calibrating alert scores, adding uncertainty 
signals and attaching explanations help prioritisation under limited analyst capacity. Four conclusions 
are supported within the limits of the testbed. A detector that ranks well can still be badly calibrated, 
and a one-parameter post-hoc calibrator repaired most of the error, with daily recalibration holding it 
under drift and parametric methods being safer with few labels. Calibration did not change a ranking 
by probability, but it raised the value of a queue by 17% when probability was multiplied by asset loss 
and about doubled the value of a cost-optimal review rule, which is the sense in which it matters. 
Uncertainty signals were less useful than they appear: conformal sets were valid and mostly 
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ambiguous, and ensemble spread was a risk proxy that did not signal drift and was unrelated to 
explanation stability. And under a stylised analyst model the calibrated probability was the display 
component that mattered, chiefly by avoiding the harm of a miscalibrated raw display, while flags and 
explanations exchanged recall for precision without a net gain. The Monte Carlo analysis shows that 
the size of these gains depends mostly on the loss scale and the attack rate, which an operator should 
measure before anything else. The analyst findings are hypotheses to be tested with people, the data 
are synthetic, and the numbers describe the testbed and not any real operation. 
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